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1 Introduction
Most of the modern cooling systems rely on cooling fans [13]. However, they cannot
handle the problem of local hot spots caused by modern chip multiprocessors (CMP),
constituted of many different cores and components. Most old cooling policies do not
address the energy efficiency problem, and thus do not need anything else than cooling
fans. In order to develop more energy-aware policies, the problem of local hot spot must
be considered.

Thermoelectric cooler (TEC) is a new cooling system that allows to pump thermal
energy out of the CPU using only electrical current, and its size makes it a good candidate
for handling this local hotspot problem [3]. A recent study [4] proposed to integrate fans
and TECs on the same chip, but their solution implied to solve a non-convex non-linear
optimization problem, which induces a high computational cost. This makes this solution
hard to use for online cooling management.

It is in this direction that Wenli Zheng, Kai Ma, and Xiaorui Wang proposed TECfan
[16], a solution coordinating fan speed, TEC usage and dynamic voltage and frequency
scaling (DVFS) to optimize energy consumption of a CMP while keeping good perfor-
mances. It is a heuristic solution, with very low performance degradation, but allows to
have significant decrease in energy consumption. Its results are shown to be comparable
with the one from the exhaustive search of optimal solution of the optimization problem,
while being usable for real-time management for large CMP.

This review is organized as follows. Section 2 gives necessary background on cooling
systems. Section 3 explains the TECfan solution presented in the paper. And Section 4
presents experiments performed by the authors to evaluate TECfan performances.

2 Background on Cooling
Some understanding of cooling systems and thermal models are needed to understand the
way TECfan works.

2.1 Cooling Systems

There are several ways of cooling a processor, and as explained in the introduction,
TECfan is a combination of 3 of them: fans, thermoelectric coolers (TEC) and dynamic
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voltage and frequency scaling (DVFS).
Fans are a very common way of cooling a CPU: they pull the hot air out of the

processor, allowing them to cool down very efficiently. However, fans provide only a global
cooling, which means that in the case of chip multiprocessor (CMP), they cool down all
the cores in the same way. If one core get hot (a hot spot), the fan need to work at high
speed and losts energy by cooling other cores that may be already cold.

TECs use Peltier effect to pump the heat out of the processor. They are small pieces
of semiconductors, and many of them can be put on a single CPU, thus they are by
definition a local colling system. If they can manage hot spots, they however lack of
efficiency and are generally not able to cool down a full CPU by themselves.

DVFS allows to reduce the heat production of the CPU by deceasing its working
voltage and frequency, but also decreases its performances a lot.

Figure 1: Side view of a chip with TECfan and illustration of TEC Peltier cooling.

TECfan is a runtime that integrates and optimizes these 3 factors, together with the
computing efficiency of the target CMP. Figure 1 illustrates a chip with the 3 systems
integrated.

2.2 Thermal Models

TECfan will need to evaluate the temperature of the system at a future time in order to
predict what to do. In the section, we describe the thermal model used in the paper to
do so.

At a steady state, the model from [10] gives

Ĝ(k)T̂s(k) = P̂ (k) (1)

where T̂s(k) = [Ts1(k), Ts2(k), . . . , TsN (k)]T is the steady state temperature vector of
all the components in the kth time interval, P̂ (k) = [P1(k), P2(k), . . . , PN (k)]T is the
power vector of all the components and Ĝ(k) the thermal conductance matrix among the
components:

Ĝ(k) =

 g11(k) . . . g1N (k)
... . . . ...

gN1(k) . . . gNN (k)


where gij is the thermal conductance between components i and j (which is 0 if i and j
are not adjacent). If such a Ĝ is not known, it can be estimated using some simulation
software litk HotSpot [8]. TECfan will impact on the temperature by: modifying fan
speed and on/off states of TECs, which impact Ĝ(k); or on the DVFS, which impacts
P̂ (k). To estimate the transient temperature, the model from [14] is discretized to obtain
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the difference equation:

T (k) = (1 − β)Ts + βT (k − 1), β = e
− ∆k

RthCth (2)

where Ts is the steady state temperature, Rth the thermal resistance and Cth the heat
capacity. So, in order to estimate the temperature of the system in the future, we just
have to solve equation (1) to get Ts, and put it into equation (2).

The authors’ goal is to minimize the per-instruction energy consumption of a CMP,
which can be formulated into a non-convex non-linear optimization problem using classical
power consumption models. This approach is not detailed in this review, since TECfan is
precisely designed to avoid solving such an optimization problem.

3 Algorithm Design
In order to solve the previous optimization problem, one can use exhaustive search
of optimal solution, but the high computational cost prevent us using it for online
management. TECfan is a heuristic algorithm designed to solve this problem, if not
exactly, quickly.

The key inspiration which inspired the authors to design TECfan was the fact that
each of the 3 factors take very different time to take effect. The fan cooling takes several
seconds to stabilize, while TEC and DVFS are much faster. TEC devices take around
20µs to take effect [6] and DVFS around 10ns [9]. These two different scales inspired the
following two-scale algorithm. At low level, time is divided into small time intervals (in
the same order as stabilization time of TECs). Then, thermal model is used to estimate
the temperature and per-instruction energy at the next time interval, and TEC and DVFS
are tuned to have the best performances while keeping temperature below a threshold
Tth. At high level (with a time scale of few seconds), the fan speed modulation is used to
balance temperature and performance.

Max{T(k)} > Tth

Lower DVFS
by one level

Y

All TECs on
hot spots already

turned onY N

Turn on one
TEC device

Hot Iteration

Raise DVFS
by one level

All cores
already at peak

DVFS levelN Y

Turn off one
TEC device

N

Cool Iteration

End if condition
no longer holds

Figure 2: Low level algorithm flow chart. TECfan estimates the energy of the next
time interval, and adjust TEC and DVFS to have the smallest energy consumption
within the temperature constraint. Hot (resp. cold) iteration stops when the condition
max((T̂ (k)) > Tth change from true to false (resp. false to true).

The low-level algorithm (Figure 2) work as follow. Because of the small time interval,
the fan speed is considered as constant. Equations (1) and (2) are used to compute the
temperature at the next time interval when TEC and DVFS levels are adjusted. If at the
next interval one of the cores has an higher temperature than the limit Tth, the algorithm
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enters in hot iteration. If all the cores have a lower temperature than the threshold, it
enters in a cool iteration.

During a hot iteration, the algorithm will turn on some TEC devices and lower the
DVFS of cores to lower the temperature. In order to have the lowest impact possible on
performances, it starts by acting on TECs. If all TECs on the hot spot are turned on, it
lowers DVFS of hotter components. It does this until temperatures of all components is
predicted to go under Tth.

During a cool iteration, it is the opposite. It starts by increasing DVFS level at the
maximum without making the temperature of some component greater than Tth. If DVFS
of all components are at the maximum level and the temperature is predicted to be still
less than Tth, it turns off TECs that are on the coolest components. Cool iteration repeats
until the temperature of some component is predicted to be greater than Tth

At high level, the same is done with the fan. The average power, average TEC on/off
states and DVFS value of the previous interval are used ti predict the temperature of the
next one. If some hot spot exist, the fan speed is increased until there are not hot spot.
If there are no hot spots, the fan speed is decreased until some hot spots appears.

TECfan will need a hardware implementation on the target CMP, therefore use some
space and use energy as well as the "original" CPU and cooling system. The major
overheat will be caused by the estimation of temperature, using matrix operations. On
standard configuration, the authors estimate that the system will add less than 1.7%
extra power and area to the original CMP.

4 Experiments
In order to evaluate the efficiency of TECfan, the authors simulated its behavior using
several simulation software. They compare TECfan with other policies defined in section
4.2.

4.1 Experimental Setup

The simulation is based on a 16-core processor based on the floor-plan of Intel single-chip
cloud processor [7]. The other parameters (size, power, ...) of the chip are based on
the Alpha 21264 architecture, which have a lot of publicly available informations. The
simulation is performed using SESC [12], and SPLASH-2 benchmarks are used for the
workload. For measuring the power of every component, they use Wattch [2] and CACTI
[11]; and for the temperature, HotSpot [8].

Because the Oracle solution tested in section 4.6 does not scale with the number of
cores, it was impossible to use the same experimental setup. In this case they used a
4-core CMP running a workload based on a trace file of HTTP service from Wikipedia
[15]. Since this workload alone is too low to need a lot of usage of TECs, the work is
multiplied by 1.5.

TEC devices are considered as 0.5mm×0.5mm film-form material, like in [10]. Every
core is covered by a 3×3 array of TECs. Each TEC can be turned on and off independantly.
To simulate the delay of Peltier effect, their activation is delayed artificially by 20 µs.

The different available fan speeds and air flow rates are taken from a commercial
datasheet [5]. With the actual simulation parameters, the temperature stabilizes in less
than 1 second with only TEC and DVFS, which is far less than the stabilization time
for the effect of the fan on temperature. For this reason, the authors chose to consider
the fan speed constant during the experiments, and run experiments using all possible

4



fan speeds. They chose afterwards the experiment with the lowest speed, while having a
temperature under the threshold.

4.2 Policies

The following policies will be compared with TECfan:

Fan-only applies only the lowest fan-speed to have the temperature below the threshold,
without changing TECs states or DVFS.

Fan+TEC ajusts fan speed and on/off states of TECs independently. Fan speed is
operated like Fan-only. If one component has a too high temperature, a TEC
covering the hot spot is turned on. If all the components have a temperature lower
than the threshold, then one TEC is turned off.

Fan+DVFS manages fan-speed and DVFS independently. Fan speed is again operated
like Fan-only, and DVFS with a classical DVFS-based thermal management (which
is: lower the DVFS id the temperature of one component is too high and higher it
if the temperature is low).

DVFS+TEC uses the 3 options (fan, TEC and DVFS) but independently. None of
them have access to the state of the others.

OFTEC [4] is a state-of-the-art solution based on approximating solutions of the non-
linear optimization problem.

Oracle is the optimal solution of the optimization problem. Because of its computational
complexity, this policy is not usable in practice, but it provides an interesting point
of comparison for TECfan.

4.3 Importance of TECs

Figure 3: Comparison between Fan-only and Fan+TEC policies. (a) shows that Fan level
2 (the lowest speed) fails to cool alone the CPU. (b) shows that with help of TEC, Fan
level 2 is able to cool down the CPU under the threshold. (c) shows the power traces of
the cooling systems.

The first experiment is performed using two fan speeds. Fan-level 1, which is able to
cool down the CPU alone, and Fan-level 2, which is not (see Figure 3(a)).

Figure 3(b) shows that with TEC running, the temperature is lower, and especially,
always below the threshold.
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Table 1: Different workloads tested

This small difference between fan speeds 1 and 2 is important because of the cubic
relationship between a fan speed and its consumed power [1]: even the consumption of fan
level 2 + TEC is less that fan speed 1 alone, while both achieving the temperature goal.

4.4 Cooling Performances

This experiment tries to compare TECfan and the different other policies in term of
cooling power. Figure 4(a) shows that TECfan successfully manages the three parameters.

Figure 4: Comparison of cooling power. Parameters of worloads are resumed in Table 1.

It results in less peak temperatures than other combined polices.
Figure 4(b) is due to the fact that some polices fail in keeping the temperature under

the threshold. We can see on the figure that Fan-only and TECfan have no failure on
the tested worloads. However, the other policies have some, and we can observe the big
impact of DVFS in the fact that policies based on it fail more than those without.

4.5 Energy Efficiency

The authors then try to compare the impact of different policies on the computation and
power consumption. Figure 5(a) compares the delay of every policies. We can see that
TECfan induces almost no delay compared to other policies.

Figure 5(b) and (c) shows respectively power and energy consumption of the different
policies. We can see that when DVFS-based policies frequently failed in keeping tem-
perature below Tth and induced more delay (Figure 5(a)), they are the most economical
solution in term of energy.

However, because it achieves good power reduction without scarifying too much
performance (Figure 5(d)), TECfan achieves the lowest Energy-delay product.
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Figure 5: Execution performance comparison.

4.6 Comparison with Other Systems

Finally, we compare TECfan with two more complex policies, with the 4-cores setups
introduced before. Figure 6 presents the results normalized to OFTEC results. The

Figure 6: Execution performance comparison.

Oracle-P policy is the optimal solution but with an extra condition to have the exact
performance degradation as TECfan, to have a better comparison of the two. We can
see that TECfan is really close to the Oracle solution, while keeping a performance
degradation acceptable. In comparison, the OFTEC solution seems much less efficient.
The authors empathize the fact that neither OFTER nor Oracle are usable in practice on
large-sized CMP because of their high time complexity.

5 Conclusion
The authors demonstrated how TECs can improve the cooling of a chip multiprocessor
(CMP). They also designed a heuristic solution, TECfan, to the problem of managing
the different factors, and demonstrated its efficiency using simulations. They also showed
how their solution was more efficient that existing state-of-the-art solutions like OFTEC.
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